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Abstract

With the broad application of face identification, it is im-
portant that the performance estimated for an algorithm us-
ing a sample can be generalized to the population perfor-
mance. We proposed using an Owner-Tester setup to re-
place the current approach for experiments on face iden-
tification (or other biometrics and pattern recognition sys-
tems). This paper looks into the robustness of the Owner-
Tester setup in terms of goodness of fit and performance es-
timation using misidentification risk - the newly suggested
performance evaluation metric. Testing results have indi-
cated that the approach is robust in term of goodness of fit
and performance estimation.

1. Introduction

Many algorithms have been proposed for face identifica-
tion in recent years. All of these algorithms were tested to
show their superiority in the area. From a survey of 141 aca-
demic papers published 1 in recent years and the approach
used in FERET and FRVT [8] evaluations on commercial
products, we found that there is a de facto experimental
standard for evaluating face identification algorithms. How-
ever, the current experimental approach results in dependent
observations. We proposed replacing it with a new experi-
mental approach - the Owner-Tester setup, which produces
independent observations [4]. This paper looks into the ro-
bustness of the Owner-Tester approach.

When evaluating performance, experimenters have to se-
lect a sample of images representing the external conditions
(like frontal or side view, illumination etc.) under which
the algorithm is to be tested. Our concern on the current

1The academic papers were published in the conference proceedings
of Automatic Face and Gesture Recognition (FGR) 2000, FGR 02, FGR
04, International Conference on Pattern Recognition (ICPR) 2000, ICPR
02, ICPR 04, International Conference on Computer Vision (ICCV) 2001
and ICCV 03, and the journal issues of Pattern Recognition between years
2000 to 05 April

approach lies in how these images were used in deriving
algorithm performance. The Owner-Tester setup uses an
Owner and a Tester set of images coming from two differ-
ent groups of subjects, differing from the current approach
where the gallery and probe sets of images are all coming
from the same group of subjects. We explained in [4] in
detail why the proposed approach gives independent obser-
vations while the current approach does not.

The robustness of the Owner-Tester approach was tested
using the goodness of fit r2 of the regression lines of
misidentification risk, and the performance estimated for
different enrollment sizes. The regression analysis of
misidentification risk is a new performance evaluation met-
ric we suggested as part of the new experimental standards
for evaluating face identification (or other biometrics and
pattern recognition approach ) algorithms, together with the
Owner-Tester setup. From the regression parameters, we
estimate the performance of algorithms at different enroll-
ment sizes. With the new Owner-Tester approach, the sizes
to choose for the Owner and the Tester sets have to be con-
sidered when given a sample. Therefore, we look also into
the robustness of the approach against different allocation
ratios of Owners and Testers.

1.1. Terminology

When using the suggested evaluation metric and esti-
mation approach, the performance estimated for each en-
rollment size is the probability of identifying the correct
enrolled template for a person amongst all enrolled peo-
ple when given his unknown image. The interpretation is
slightly different from the current estimation, which is the
percentage of an enrolled set of people being recognized
correctly. However, we still call the performance estimated
at an enrollment size the rank-1 identification rate of that
size in subsequent sections.

When a person is to compare with k people to determine
whether he can be correctly identified, we will use the term
’enrollment size’ to describe k, even when we are measur-
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ing it using the Owner-Tester approach.

1.2. Arrangement of this Paper

Section 2 gives a brief description of the Owner-Tester
setup. As the robustness of the setup was tested using the
misidentification risk methodology, a brief description of it
is given even though it is not the focus of this paper. Section
3 details the approach used in testing the robustness of the
proposed setup. In section 4, we describe the experiments
carried out, the results and analysis. Section 5 summarizes
the discussion and future research to further refine our pro-
posal.

2. A Brief Description of the Proposed Experi-
mental Methodology

In this section, we give a brief description of our pro-
posed Owner-Tester approach and regression analysis of
misidentification risk. A more detailed explanation of the
new methodology and its merits can be found in [4] and [3].

2.1. The Proposed Experimental Setup - the Owner-
Tester Approach

The experimental processes described in FERET [7] and
FRVT [8] evaluations and the papers we surveyed all dif-
fer slightly from one to the next. But considering only the
testing stage, all applied the FERET protocol in one form or
another. All obtained their gallery and probe images from
one group of subjects.

Our proposed Owner-Tester approach extends the
FERET protocol from a 2-group approach to a 3-group ap-
proach. Besides having a separate group of subjects for
training, we suggest using two disjoint groups of subjects
in the format of an Owner group and a Tester group for test-
ing. Each subject in the Owner group must have at least
two images, forming a Pair, with one image acting as the
unknown image and the other the known image. Each sub-
ject in the Tester group must have at least one image. The
actual number of images required depends on the test con-
ditions and the algorithm itself. Each owner pair is tested
against all testers in the Tester group to derive the corre-
sponding value of the variant. Our proposed variant is the
risk of a person being misidentified.

Assuming that there are two owners: X and Y , where
X1, Y 1 are their known images and X2, Y 2 their unknown
images respectively under a certain condition F . Assum-
ing that there are three testers: T1, T2 and T3 in the Tester
group, and their images are T11, T21 and T31 respectively.
At the first instance, we are testing X against the three
testers (comparing X2 − X1 with X2 − T11, X2 − T21,
X2−T31), and at the second instance, Y against the testers.
Figure 1 gives a diagrammatic description of the setup.

The advantage of the Owner-Tester setup is that an
Owner involves in the derivation of his own observation
only, not in others. The observation of X depends on the
difference between X and all the tester images, without in-
volving Y . The observation of Y depends on the difference
between Y and all the testers, also without involving X .
Under this setup, each owner’s observation is derived inde-
pendently, without the influence of other owners. Therefore,
the setup will not result in dependent observations as in the
current approach. Figure 2 gives a conceptual representa-
tion of how each observation is derived under the Owner-
Tester setup. Readers can refer to [4] for an explanation on
why the current approach results in dependent observations.

Figure 1. The Owner-Tester setup and how measurements are de-
rived. The diff. numbers following the same alphabet represent
diff. images of the same person.

Figure 2. Conceptual representation of how measurements of the
Owner-Tester setup are derived. The lines ended with 2 dots repre-
sent the relationship between owner images and the tester set. The
arrow represents the condition F being tested. Y is not involved
in the derivation of X’s measurement, neither is X in Y ’s.

2.2. Misidentification Risk and Its Relationship to
Performance

Human look is diverse, but still there are people who
look alike. One may find it easy to identify some people but
have difficulty identifying some others. The same is true
for automatic face identification systems. A person may
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be identified correctly by one algorithm but incorrectly by
other algorithms. The number of people that could possibly
be misidentified as him amongst the same group of people
could also be different. A person will have a different risk
of being misidentified with different algorithms.

For an algorithm run under certain conditions, the
misidentification risk facing a person is the number of peo-
ple that would be misidentified as him by the algorithm
when he is compared to all people in the target population
under the same conditions.

The misidentification risk of a person with an algorithm
directly relates to the probability of him being correctly
identified by the same algorithm amongst a subgroup of the
target population. For a person with a misidentification risk
of p under some conditions, the average number of misiden-
tification in independent sets of M people under the same
conditions will be Mp.

Therefore, in order for the person to have an average of <
1 misidentification amongst M people, his misidentification
risk must satisfy

M ∗ p < 1, or p <
1
M .

(1)

That is, people having a misidentification risk < 1
M will

on average be correctly identified against a group of other
M people under the same conditions. This implies that the
percentage of people in a population having a misidentifica-
tion risk < 1

M will be the percentage of people that can pos-
sibly be identified when one is to be compared to a group
of other M people. In other words, if we have different
groups of M people randomly taken from the population,
the average probability of a person being correctly identified
amongst these groups is the percentage of people having a
misidentification risk < 1

M .
If denoting the distribution of misidentification risk as

F (x), the average probability of correctly identifying a per-
son in a group of M people can be estimated by F ( 1

M ).
Varying the value of M gives estimations for different en-
rollment sizes.

Paper [3] showed that we could represent distribution of
misidentification risk of different algorithms by the Weibull
model, as described in equation 2. It illustrated also that
we could accurately estimate the performance P of an algo-
rithm at different enrollment sizes M by equation 3.

The Weibull two-parameter cdf is given by:

F (T |β, γ) = 1 − e−( T
η )β

. (2)

where η and β are the scale and shape parameters respec-
tively.

Performance estimation at enrollment size M

P (M |β, γ) = 1 − e−( 1
Mη )β

. (3)

3. Measuring the Robustness of the Owner-
Tester Approach

In this section, we look into the robustness of the Owner-
Tester approach. Like all experimental setups, there is
a sample size issue to consider for the Owner-Tester ap-
proach. However, as the approach divides sample sub-
jects into two disjoint sets, it brtings another consideration:
how many subjects to allocate as Owners and how many as
Testers.

In terms of misidentification risk, the size of the Tester
set determines the quantization of misidentification risk val-
ues. Therefore a larger Tester set allows a larger number of
discrete values to represent the almost continuous popula-
tion misidentification risk. The size of the Owner set de-
termines the number of data units, similar to the size of a
sample in the usual sense, so the larger normally the better.
However, when we have a sample of a fixed size, we have to
trade off one for another. The two sizes together determine
the number of (risk value, percentage) data points.

So, will the allocation ratio of Owner and Tester sets se-
riously affect the final results, where a slight variation in
allocation will lead to a large variation in experimental re-
sults? Do we need different allocation ratios for different
sample sizes? A robust approach should not be seriously
affected by a change in allocation ratio.

We answer the questions by considering the following
aspects

• The goodness of fit of the regression lines of misiden-
tification risk at different sample sizes and different al-
location ratios.

• The deviation of estimated performance from empiri-
cal performance at different allocation ratios.

The goodness of fit of a regression line [9, 10, 5] reflects
how the measured misidentification risk is propagated to the
estimated distribution of population risk. This in turn re-
flects how accurate we can estimate the performance of an
algorithm under the specified conditions. Regression lines
derived under a robust setup should be able to achieve a sat-
isfactory goodness of fit at all allocation ratios.

The experimental setup is designed to evaluate algorithm
performance, so any change in sample size and allocation
ratio should not seriously affect the performance estimated.
Therefore, in the second aspect, we compare the perfor-
mance estimated at different allocation ratios to the empiri-
cal measurements at different enrollment sizes.

4. Experiments and Results

This section describes the experiments we performed in
measuring the goodness of fit and performance estimation
using different Owner and Tester sizes.
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4.1. Experiments

The experiments were conducted using the Principal
Component Analysis (PCA) and Bayesian MAP (MAP) al-
gorithms developed by CSU [1], and the fa and fb lists of the
public FERET face database distributed by FERET [7]. The
two lists of images were taken from the same 1195 subjects
on the same date but with different expressions.

The experiments were carried out with samples of the
following four sizes: 500, 600, 800 and 1000, by drawing
randomly the desired number of subjects from the 1195 sub-
jects on the fa and fb lists. We then allocated the subjects
to the Owner and Tester sets randomly according to the fol-
lowing allocation ratios: 0.8-0.2, 0.7-0.3, 0.6-0.4, 0.5-0.5,
0.4-0.6, 0.3-0.7 and 0.2-0.8, where the first decimal num-
ber represents the percentage of subjects allocated to the
Owner set and the second number the percentage allocated
to the Tester set. If a subject was chosen to be an owner,
both images on the fa and fb lists were chosen. One of
the images was randomly selected as the ’unknown’ image
and the other as the ’known’ image. If a subject was cho-
sen to be a tester, one of his images on the fa and fb list
was randomly chosen as his ’known’ image. The samples
are referred to as sample I, II, III and IV respectively in
subsequent sections. The distributions of misidentification
rate and the Weibull regression lines were determined as de-
scribed in section 2.2.

For all sample sizes and allocation ratios, we measured
the goodness of fit of the regression lines and their estima-
tion on performance using 2000 bootstrap samples [2]. The
Owner set of a bootstrap sample consisted of the same num-
ber of subjects as the original sample Owner set, formed by
drawing randomly from the original sample Owner set with
replacement. The Tester set of a bootstrap sample consisted
of the same number of subjects as the original sample Tester
set, formed by drawing randomly from the original sample
Tester set with replacement.

For each sample size and allocation, we measured the
mean and standard deviation of the goodness of fit, r2 [9,
10, 5], of all the 2000 bootstrap Weibull regression lines
derived.

For all sample sizes and allocation ratios, we estimated
the rank-1 performance of the implemented algorithms at
the following enrollment sizes: 300, 400, 500, 700 and
800. The rank-1 performance at different enrollment sizes
for each bootstrap sample was estimated from the derived
Weibull regression line based on equation 3. The 50% per-
centile of the rank-1 performance at each enrollment size
was taken as the performance estimated for that size. The
values are denoted as Ests,a,e, with s representing the sam-
ple size, a the allocation ratio, and e the enrollment size at
which the performance was estimated.

We calculated the empirical rank-1 performance at each
enrollment size from another 200 samples. All of these

samples were formed in the same way as samples I - IV
except with replacement. That is, an Owner set could
have multiple occurrences of a subject. Similarly, a Tester
set could have multiple occurrences of a subject. But the
Owner and Tester sets remained disjoint. The reason of do-
ing this was that with only 1195 subjects on the fa and fb
lists, drawing subjects without replacement would lead to
high correlation between samples. Drawing with replace-
ment simulated the situation where samples were drawn
from a very large population of composition similar to the
set we had.

For every one of the 200 samples of each enrollment size,
we measured the rank-1 identification as the percentage of
owner subjects having zero misidentification. The 50% per-
centile of rank-1 performance of the 200 samples was taken
as the measured values for that size, denoted as EPe with e
representing the enrollment sizes.

The deviation at each enrollment size e for each sample
size s and allocation a, measured as the absolute value of
(Ests,a,e - EPe), was calculated.

Performance was estimated for the following larger en-
rollment sizes: 1000, 10,000, 100,000, and 500,000 to find
out the effect of allocation ratio to performance estimation
at large sizes. As face sample of such large sizes was not
available, the mean values of the performance estimated at
all allocation ratios for samples I-IV were respectively cal-
culated, from which the deviation from the mean for all al-
location ratios was measured. The comparison allows us to
evaluate the relative difference in performance estimation
between different allocation ratios.

4.2. Results and Analysis

Tables 1 and 2 show the mean and standard deviation of
the goodness of fit r2 for all samples I-IV at the selected
allocation ratios, when tested with PCA and MAP respec-
tively. The results with PCA indicated a high mean value of
goodness of fit for all Weibull regression lines derived from
all the samples and allocation ratios. Most had a goodness
of fit over 0.96. The standard deviation values were all very
small, with the majority lying below 0.02 and the largest one
being only 0.046. The variation in r2 amongst different al-
locations to owners and testers was small, within the value
of 0.03. The mean r2 values with MAP were in general
about 0.01 lower than those with PCA and have a slightly
higher standard deviation. This might indicate that the dis-
tribution of misidentification risk of MAP did not follow
the Weibull model as well as the PCA. But the variation in
r2 with allocation ratio was still small in general, though
slightly bigger than that with PCA. From the results, we
have confidence that the Owner-Tester approach works well
with the regression of misidentification risk. The approach
is robust in terms of goodness of fit of regression lines at
all sizes, and in terms of sensitivity to the allocation ratio of
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the owner and tester sets.
The results also showed that in general the r2 value im-

proved positively with sample size. This is what one would
expect from a predictable approach.

Tables 3 and 4 show the deviation of estimated perfor-
mance from empirical results at all the allocation ratios,
when tested with PCA and MAP respectively. The first four
lines show the deviation for sample I - IV respectively. For
example, the value at row 1 ( ’500’) column 1 (’0.8-0.2’)
shows the mean of the deviation of sample I (500) at alloca-
tion 0.8-0.2 for all the enrollment sizes. The last line shows
the average of all samples I-IV at each allocation ratio. The
measured deviation was small and stable amongst different
allocation ratios of the same sample size. The larger devia-
tion at ’0.3-0.7’ and ’0.2-0.8’ for sample size 600 might be
caused by the original sample itself being outside the 95%
interval, as we found out after the experiments.

Tables 5 and 6 show the variation of estimated perfor-
mance among all the allocation ratios for the larger sizes
(1000, 10,000, 100,000 and 500,000), when tested with
PCA and MAP respectively. For example, the value at row 1
(’500’) column 1 (’0.8-0.2’) shows the corresponding aver-
age deviation from the mean of performance estimated for
all the enrollment sizes. The last line shows the average
of all samples I-IV at each allocation ratio. The measured
variation was small and stable amongst different allocation
ratios, showing that different allocation ratios gave similar
prediction on performance even for larger sizes.

From the results, we are confident that the Owner-Tester
approach is robust, and stable in terms of the selection of the
Owner to Tester ratio. Results from different sample sizes
did not differ by much. The smaller samples also came up
with high goodness of fit and small deviation from empirical
results.

Although the choice of the Owner and Tester allocation
did not seriously affect the final result, those that come up
with a more or less even number of owners and testers, like
0.6-0.4, 0.5-05. and 0.4-0.6, seemed to give a higher r2

with a smaller standard deviation, and a smaller deviation
in performance estimation. But the different was actually
small and decreased in value as the sample size increased.

5. Summary and Future Work

We presented in this paper the new Owner-Tester setup
for face identification experiments, and the testing we have
carried out in evaluating the robustness of the approach.
The testing results have indicated that the proposed Owner-
Tester approach is robust in terms of goodness of fit and
performance estimation.

Although the experiments showed promising results for
the goodness of fit, there were still situations where the val-
ues were lower than 0.95. We believe the regression method
used played a part in the result of the lower values. The

experiments employed only the simplest approach in deriv-
ing the values. The regression lines were derived using the
Least Square approach without weight adjustment to differ-
ent data points, and bootstrap value was derived using the
basic bootstrap method.

We will continue to explore different ways in improv-
ing the accuracy and stability of the proposed experimental
setup and evaluation methodology. Experiments using other
algorithms and other publicly available face databases will
be done to confirm the findings of this paper. We will also
look for larger databases that allow us to evaluate the ap-
proach further using larger sample sizes.

We promote the use of the Owner-Tester setup and the
regression analysis of misidentification risk as the new ex-
perimental standards for face identification algorithms.
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Goodness of Fit, r2

Sample
0.8-0.2 0.7-0.3 0.6-0.4 0.5-0.5 0.4-0.6 0.3-0.7 0.2-0.8

Size
500 0.944 ± 0.032 0.967 ± 0.021 0.970 ± 0.017 0.969 ± 0.016 0.964 ± 0.016 0.957 ± 0.027 0.953 ± 0.028
600 0.971 ± 0.016 0.973 ± 0.016 0.970 ±0.015 0.958 ± 0.020 0.957 ± 0.026 0.962 ± 0.020 0.941 ± 0.046
800 0.972 ± 0.015 0.979 ± 0.010 0.975 ± 0.013 0.958 ± 0.019 0.971 ± 0.015 0.967 ± 0.017 0.962 ± 0.020
1000 0.981 ± 0.010 0.976 ± 0.011 0.974 ± 0.012 0.974 ± 0.012 0.975 ± 0.011 0.974 ± 0.011 0.952 ± 0.023

Table 1. Mean and Std of Goodness of fit r2 at Different Allocation Ratios - tested with PCA

Goodness of Fit, r2

Sample
0.8-0.2 0.7-0.3 0.6-0.4 0.5-0.5 0.4-0.6 0.3-0.7 0.2-0.8

Size
500 0.896 ± 0.083 0.941 ± 0.053 0.964 ± 0.018 0.933 ± 0.05 0.952 ± 0.032 0.921 ± 0.068 0.942 ± 0.034
600 0.961 ± 0.04 0.947 ± 0.043 0.965 ±0.026 0.971 ± 0.019 0.966 ± 0.021 0.964 ± 0.018 0.939 ± 0.043
800 0.936 ± 0.06 0.968 ± 0.030 0.928 ± 0.056 0.965 ± 0.033 0.956 ± 0.038 0.974 ± 0.017 0.949 ± 0.035
1000 0.936 ± 0.055 0.974 ± 0.026 0.980 ± 0.017 0.978 ± 0.018 0.979 ± 0.013 0.950 ± 0.025 0.973 ± 0.016

Table 2. Mean and Std of Goodness of fit r2 at Different Allocation Ratios - tested with MAP

Average Performance Deviation from Empirical Results
0.8-0.2 0.7-0.3 0.6-0.4 0.5-0.5 0.4-0.6 0.3-0.7 0.2-0.8

500 1.6 1.2 2.6 1.0 1.0 2.4 1.4
600 2.8 1.8 2.8 1.0 0.8 7.2 8.2
800 1.6 1.0 1.2 1.2 2.2 0.6 1.6

1000 1.4 1.2 1.2 1.0 1.2 0.8 1.0
Avg. of Samples 1.85 1.30 1.95 1.05 1.30 2.75 3.05

Table 3. Average Deviation of Estimated to Empirical Performance at Different Allocation Ratios - tested with PCA

Average Performance Deviation From Empirical Results
0.8-0.2 0.7-0.3 0.6-0.4 0.5-0.5 0.4-0.6 0.3-0.7 0.2-0.8

500 3.8 0.8 3.0 2.0 1.6 4.6 0.8
600 3.0 0.8 2.4 1.6 1.4 3.6 5.8
800 0.8 2.2 1.4 1.0 0.8 0.6 0.6

1000 1.8 0.8 1.0 1.0 1.4 1.6 2.2
Avg. of Samples 2.35 1.15 1.95 1.40 1.30 2.60 2.35

Table 4. Average Deviation of Estimated to Empirical Performance at Different Allocation Ratios - tested with MAP

Average Performance Variation from Mean - Large Sizes
0.8-0.2 0.7-0.3 0.6-0.4 0.5-0.5 0.4-0.6 0.3-0.7 0.2-0.8

500 1.4 1.4 2.4 0.3 0.2 1.1 1.6
600 4.2 1.5 2.7 2.0 2.8 10.7 15.3
800 2.8 1.8 1.3 0.9 4.7 1.2 0.8

1000 2.1 1.1 0.5 1.6 0.4 1.1 0.6
Avg. of Samples 2.63 1.47 1.72 1.21 2.03 3.51 4.59

Table 5. Average Variation of Estimated Performance at Different Allocation Ratios to the Mean - with PCA

Average Performance Variation from Mean - Large Sizes
0.8-0.2 0.7-0.3 0.6-0.4 0.5-0.5 0.4-0.6 0.3-0.7 0.2-0.8

500 7.6 1.1 4.6 4.9 2.7 6.7 1.1
600 4.1 2.4 0.6 2.1 0.4 7.8 12.4
800 2.5 3.2 0.2 1.3 3.0 0.6 1.3

1000 3.6 1.9 0.3 1.4 1.9 4.9 1.0
Avg. of Samples 4.43 2.14 1.43 2.42 1.99 5.01 3.94

Table 6. Average Variation of Estimated Performance at Different Allocation Ratios to the Mean- with MAP
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